
Course 9 Text Mining 

Program 1. Introduction 

a) Definitions and goals 
b) Examples of Text Mining applications 
c) Terminology and concepts 
d) A quick refresher: Bayesian statistics 
e) Word morphology and Parts-of-speech 
f) String matching and regular expressions 
g) An overview of NLP frameworks 

 
2. Language Modeling 

a) Sentence segmentation 
b) Language modeling 
c) Markov processes 
d) Probabilistic language models 
e) N-gram probabilities and sparsity 
f) Smoothing techniques 
g) Word representations and matrix factorizations 
h) Model evaluation: entropy and perplexity 

 
3. Text Similarity 

a) String matching and similarity 
b) Dictionary matching and gazetteers 
c) Locality Sensitive Hashing 
d) Document similarity 
e) TF-IDF 
f) Semantic similarity 
g) Latent Semantic Analysis and PCA 
h) Text similarity vs. classification 
i) Multinomial Naïve Bayes classifiers 

 
4. Text Classification 

a) Generative vs. discriminative modeling 
b) Maximum entropy (logistic regression) classifier 
c) Optimization techniques 
d) Latent Dirichlet Allocation 
e) Evaluation metrics: set scores 
f) Opinion mining (“sentiment analysis”) 

 
5. Information Extraction 

a) Probabilistic graphical models 
b) Markov random field 
c) Dynamic Markov models 
d) Sequence tagging: HMM, MEMM, and CRF 
e) PoS tagging and word sense disambiguation 
f) Entity recognition and annotation 
g) Dependency parsing 
h) Outlook: relationship extraction 
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Prerequisites Good high-school knowledge of math and statistics will be helpful, including an 
understanding of Bayes' rule and the basics of linear algebra. 
 
Given the overwhelming feedback and due to the fact that it is becoming the de 
facto IDE in data science, the practical exercises will be provided as Jupyter 
Notebooks (http://jupyter.org/). In particular, we will be using Python to work 
through the examples, so a basic understanding of Python and the ability to start 
your Jupyter server from your terminal (or “Windows Power Shell”) will be 
required if you want to work along or try the examples yourself. 

Preparations 
 

If you are not familiar with Python: http://docs.python-
guide.org/en/latest/intro/learning/ or with IPython Notebooks: 
http://ipython.org/notebook.html 
 
Installing Python 3.5 (and not 2.7!) and Jupyter: 
http://jupyter.readthedocs.org/en/latest/install.html 
In a nutshell, install Python (3.5) using the pre-built Anaconda stack: 

https://www.continuum.io/downloads and then execute conda install 

jupyter in your terminal/shell. 

 

[Mac OSX users familiar with Homebrew can do: brew install python3 and 

then pip3 install jupyter instead; NumPy will be linked to Accelerate 

(Apple’s own BLAS library) – finally...] 
 

After that, you can start the notebook server on your machine by typing jupyter 

notebook in your terminal, which will open a browser window with a view of the 

directory from where you ran this command. 
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